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ABSTRACT
Modern fully autonomous reinforcement learning agents often require several thousand interactions to learn satisfactory policies for
complex tasks. Leveraging feedback from humans with an understanding of the task can significantly reduce this training time. We
adopt heuristics from the action advice literature to train a TAMER
student, an algorithm capable of learning via evaluative feedback,
with an autonomous teacher agent and report empirical results
under varying feedback budgets. Our experiments placed the student in progressively more complex environments, beginning with
a grid-world, then Mountain Car, and finally Lunar Lander. We
found that the feedback heuristics of the teacher agent did result in
significant differences in the student’s performance across all tasks.
Further, the relative efficacy of feedback heuristics can be highly
sensitive to the environment, although alternating advising tended
to perform well in two of the three tasks.
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INTRODUCTION

Reinforcement learning (RL) has made great strides in recent years
with the development of the deep Q-learning network (DQN) to
play Atari [16] and AlphaStar, the first program to reach the highest
league in StarCraft [25], a complex multi-agent game. However,
these achievements along with other advancements require large
amounts of data and many hours of training to perform successfully.
AlphaStar is a leading example; it required over 44 days of training
and used 300 TPUs [25]. Transfer Learning (TL) aims to accelerate
learning in sequential decision making tasks by allowing an agent to
reuse existing knowledge. TL encompasses several methodologies
that allow for the transfer of knowledge between different tasks or
types of agents (humans or artificial agents) [21].
Human-in-the-loop RL consists of a growing set of TL methods
that specifically allow for software agents to be able to learn from
both humans and other artificial agents. Learning from demonstration is one such methodology that allows an experienced teacher
to provide examples of desired agent behavior [1, 2, 4, 18, 22, 26].
Human demonstration data has been used to shape the environment’s reward function [4], develop a reward function from scratch
[1], and bias the agent’s policy towards certain actions [22, 26].
Further, action advice is another means to transfer knowledge from
a teacher to a student agent. In this setting, a teacher indicates
to the student a specific action to take prior to the student agent
taking an action [6, 11–13, 24, 27].

Lastly, Learning from Critique is another umbrella approach
where teachers can influence a student agent’s policy by providing
evaluative feedback on the agent’s recent actions [5, 7, 8, 10, 14,
15, 23]. Critique can be viewed as providing preferences for state
action trajectories [5], or as providing feedback which is then used
to learn a reward function [8, 10]. Further, Griffith et al. [7] treats
feedback as labels on the student agent’s policy itself, rather than
evaluative feedback on specific actions. Thomaz and Breazeal [23]
use feedback as a means to guide future actions through biasing
the exploration strategy.
In this work, we consider the teaching method of Learning from
Critique. Evaluative feedback is a simple, intuitive way to interface with an agent. The mechanics of interacting with a student
agent via evaluative feedback operates at a lower level of resolution
than other transfer mechanisms such as action advice. For example,
evaluative feedback can provide reward signals to approximate
action sequences used by the student whereas action advice provides specific actions for students to undertake. Another example is
the relatively small number of choices for evaluative feedback (i.e.
“good” or “bad”), whereas for action advice, the action space can be
significantly larger making it more difficult for a human teacher to
provide guidance to a student.
However, in learning sequential decision making tasks, difficulties do arise with the inclusion of a teacher. With both artificial
and human teachers, there can be communication constraints. In
the case of learning from a human teacher, fatigue and attention
span are two factors that can limit the length of time human trainers can effectively teach a student agent. Therefore, the amount
of interactions between the human teacher and student should be
limited. Further, there can be complex settings where a teacher may
be required to teach several agents. This can result in a limited
number of interactions between the teacher and any single student.
For artificial teachers, interactions with a student agent can be
constrained due to the cost of communication.
To that end, the goal of this paper is to investigate when teachers
should provide evaluative feedback to student agents given a limited
feedback budget in order to maximize the student’s performance.
The feedback budget allows us to create a controlled setting which
mimics some of the constraints described above. In the context of
limited feedback, teachers need to learn how to best leverage the
limited number of interactions they have with the student, thus the
sequencing of feedback (i.e. when to provide feedback) becomes
particularly important for teachers to understand.
To perform our investigation, we use TAMER, a Learning from
Critique algorithm, that uses the teacher’s feedback in lieu of the environmental reward to convey judgement over the student agent’s
prior actions. In this setting, no environmental reward is given.

The TAMER algorithm uses the teacher’s feedback to model the
trainer’s reward function. We chose the TAMER algorithm because
it accommodates both human and artificial teacher agents. Knox
and Stone [8] previously demonstrated that humans can teach a
TAMER agent in the Mountain Car task and achieve performance
comparable to Sarsa(𝜆) agents.
Moreover, to explore when teachers should provide feedback, we
perform a comparative study, investigating how providing feedback
using different strategies affects the TAMER student’s performance
on various tasks.
In the action advising setting, several heuristics have been proposed by [20] and [24] for how to decide when a teacher should
provide action advice to a student. We extend their work, under the
learning from evaluative feedback framework [24], by considering
three of these strategies: early advising, importance advising, and
alternating advising. In addition, we introduce a novel strategy that
we refer to as visitation advising. Our goal is to better understand
when a teacher should provide evaluative feedback to a student in
order to optimize student learning. We use a trained RL agent as
the teacher and evaluate how the feedback strategies affect the student’s performance in three environments: Lava World, Mountain
Car and Lunar Lander.

2

REINFORCEMENT LEARNING

The RL literature is concerned with learning, from interaction with
the environment, how to act in order to achieve a goal [19]. An
agent is the entity that learns to act, and it exists in an environment
that can formally be described as a Markov decision process (MDP).
An MDP is a tuple < S, A,𝑇 , r, 𝛾 >, where S is a finite set of states
and A is the set of all possible actions. In each discrete interaction
step, or time-step, the agent finds itself in a state 𝑠 ∈ S, and it is
allowed to choose an action 𝑎 from the set A. Given the action
chosen, the transition rule, 𝑇 of the environment (stochastic or
deterministic) determines the state of the environment in the next
time-step. The environment provides the agent with a scalar reward
𝑟 from a set of possible rewards R. The reward received at time-step
𝑡 + 1 is a function of the state and action taken at time-step 𝑡. Lastly,
𝛾 is the discount factor.
The goal in RL is to find or approximate an optimal policy, where
a policy is defined as a mapping from states to actions 𝜋 : S → A.
In episodic tasks, an optimal policy is usually defined as a policy
that maximizes the expected sum of discounted future rewards [19].

3

TAMER

In the TAMER algorithm, the agent seeks to learn the function
𝐻 : S × A → IR mapping the state-action pairs to the trainer’s
reward. The agent stores a model 𝐻ˆ meant to approximate 𝐻 .
At each time-step, the agent observes the current state 𝑠 ∈ S, and
chooses the action 𝑎 ∈ A such that 𝐻ˆ (𝑠, 𝑎) is maximized. Whenever
the agent receives a reward from the trainer, 𝐻ˆ is updated to more
closely approximate 𝐻 . The update takes the form
𝐻ˆ (𝑠, 𝑎) ← 𝐻ˆ (𝑠, 𝑎) + 𝛼 (𝑓 − 𝐻ˆ (𝑠, 𝑎))

(1)

where 𝑓 ∈ IR is the feedback provided by the trainer and 𝛼 ∈ IR is
the learning rate.

We adopt the TAMER algorithm to use an artificial teacher instead of a human teacher to create a controlled setting in which to
compare the feedback heuristics and feedback budget constraints.

4

TEACHING HEURISTICS

Consider a scenario where a trained teacher has the goal of transferring their knowledge of a task to a naive student agent only
by providing feedback. The student is capable of learning only
from scalar feedback signals provided by the teacher. Furthermore,
the teacher may provide feedback only a limited number of times.
When (i.e. in which states or time-steps) should the teacher give
feedback in order maximize the post-learning performance of the
student? This is a difficult theoretical question with an answer that
depends on the environment/task at hand. Following [20] and [24],
we take an empirical approach to study this question, utilizing several teaching heuristics originally designed for learning from action
advice. We refer to the maximum number of times the teacher can
administer feedback as the budget and denote this as 𝐵.
Early Advising. In early advising the teacher provides feedback
in the first 𝐵 steps of student interaction and then stops.
Alternating Advising. In alternating advising we set an integer
parameter 𝑢 and provide feedback to the student every 𝑢 steps (i.e.,
when 𝑡 mod 𝑢 = 0) until the budget 𝐵 is expended.
Importance Advising. Torrey & Taylor [24] define the importance
of a state as
ˆ 𝑎, w) − min 𝑞(𝑠,
ˆ 𝑎, w)
𝑖 (𝑠) =¤ max 𝑞(𝑠,
𝑎

(2)

𝑎

Where 𝑞ˆ is the approximate action-value function of the teacher. In
importance advising, we set a real number parameter 𝐼 and provide
feedback to the student at time 𝑡 only when 𝑖 (𝑠𝑡 ) > 𝐼 . This continues
until the budget 𝐵 runs out.
Visitation Advising. Visitation advising is a novel feedback method
inspired by the prediction objective described in [19]. In the prediction objective, [19] refers to a state distribution 𝜇 (𝑠) which is
intended to represent how much we care about learning the value
function of that state 𝑠. We base 𝜇 (𝑠) on the amount of time the
teacher agent spent in each state. If certain states are visited more
often by the teacher, we infer that these are states that should be
learned by the student. In the tabular setting, the number of visits to
a state is defined as the number of times state 𝑠 was visited during
evaluation of the teacher.
In the linear function approximation setting with tile coded
features, we define the number of visits to state 𝑠 as
𝑛(𝑠) =¤ # of times x(𝑠) was active during evaluation of the teacher.
(3)
Where x(𝑠) is the tile coded feature vector of the teacher. In visitation advising we set an integer parameter 𝑁 and provide feedback
to the student on step 𝑡 only when 𝑛(𝑠𝑡 ) > 𝑁 . This continues until
the budget 𝐵 runs out.

5

EXPERIMENTAL DESIGN

We tested the feedback heuristics described above in three environments with varying levels of complexity. The first environment,
Lava World, is a simple episodic grid-world designed to facilitate
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the analysis of importance and visitation advising. The remaining
environments, Mountain Car and Lunar Lander, are continuous
state space, episodic tasks that pose a greater challenge. We train
teacher agents appropriate to each environment, discussed in the
next sub-section.

5.1

Teacher Agent

There are two main criteria for the teacher agent 1) its policy is
optimal and 2) the training algorithm for the teacher is value-based
(to enable importance advising). As studying the effect of varying
levels of teacher proficiency is not the focus of this work, we report
results with a single teacher agent per environment. The teacher
will train the TAMER student using each of the four training strategies. For the Lava World environment, we took a policy learned by
one-step tabular Sarsa [19] as the teacher policy 𝜋. In the Mountain
Car experiment, we trained episodic semi-gradient one-step Sarsa
[19] with linear function approximation and tile coded features
to obtain the teacher policy. For Lunar Lander, the most complex
environment we study, we trained a teacher agent with the Deep
Q-Network (DQN) algorithm [16].
For all four teaching heuristics, the feedback 𝑓𝑡 administered at
time 𝑡 was determined as
(
+1 if 𝑎𝑡 = 𝜋 (𝑠𝑡 )
𝑓𝑡 ←
(4)
−1 if 𝑎𝑡 ≠ 𝜋 (𝑠𝑡 )
where 𝑎𝑡 is the action taken by the student at step 𝑡 and 𝜋 (𝑠𝑡 ) is
the action the teacher itself would take in the state encountered at
step 𝑡 (i.e., 𝜋 is the policy of the teacher).

5.2

Lava World

This domain is designed by adapting the blocked maze domain in
[19]. The layout of the environment is a 6 × 9 discrete grid, with two
lava regions (See Figure 1). If an agent enters these lava regions,
they will return to the fixed start state. The environmental reward in
this setting is -100 for entering a lava state, -1 for entering any other
non-terminal state, and 0 for entering the terminal state. Therefore,
the goal is to reach the terminal state as quickly as possible without
entering a dangerous lava state. There are four deterministic actions
an agent can take: up, down, left or right. In addition, if an agent
takes an action that would take it off the grid, then its state remains
unchanged. The maximum number of time-steps per episode was
restricted to 200.
The simplicity of this tabular domain allows for a clear comparison of the feedback heuristics. The environmental rewards provided
in this domain create a clear distinction between “important” and
“less-important” states according to the importance advising metric, 𝑖 (𝑠). This is due to the large difference in magnitude between
rewards for entering the lava states and rewards for entering any
other state. For any well-trained RL agent, 𝑖 (𝑠) will be substantially
larger in the states neighboring the lava regions. In addition, there
are clear optimal paths in this setting. Therefore, the states along
these optimal paths should be highly frequented by a well-trained
RL agent, resulting in a higher 𝑛(𝑠) for these states. Knowing a
priori, the “important” states and the highly visited states of the
domain allows us to clearly compare how providing feedback using
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Figure 1: Lava World environment. Orange regions indicate
lava states.
the importance advising and visitation advising heuristics affects
efficiency in student learning.

5.3

Mountain Car

Mountain Car [17] is an episodic control environment where a car
is situated in the bottom of a valley, with hills rising on either side.
The goal is for the car to reach the top of the rightmost hill as
quickly as possible. The task is made challenging by the fact that
the car is under-powered: it is unable to climb the hill without first
building momentum by driving back and forth between the two
sides of the valley. Mountain Car has a 2-dimensional continuous
state space characterized by car velocity and position. The actions
are discrete: accelerate left, accelerate right, or no acceleration.
Rewards are -1 per step and 0 at termination upon reaching the
goal.
We chose to study the performance of TAMER mentored by an
artificial teacher on the Mountain Car task for two reasons. First,
there is precedent: various publications study the performance of
TAMER with human teachers on Mountain Car, including the paper
in which TAMER was first introduced [8, 9]. Second, Mountain Car
has a continuous, low-dimensional state space, which necessitates
the use of function approximation. Many interesting MDPs have
continuous state-spaces, so it is important to understand the performance of TAMER with function approximation. Furthermore,
it is convenient to study TAMER with function approximation on
a relatively simple (i.e. low-dimensional state-space) problem. In
our Mountain Car experiments we used tile coding [19] with linear
function approximation for both TAMER and the pre-trained Sarsa
teacher, with 8 tilings and 8 tiles each. Our experiments used the
MountainCar-v0 implementation of the task from OpenAI Gym
[3].

5.4

Lunar Lander

Lunar Lander is an episodic 8-dimensional continuous state-space
MDP with 4 discrete actions in which a spacecraft is tasked with
landing on the surface of the moon. The spacecraft (lander) begins
each episode at the top of the screen and must perform a controlled
descent that resolves with the lander sitting stationary on the moon
surface. The lander can fire one of its left, right, or bottom (main)
thrusters, or it can take no action and free-fall. The task is challenging because the lander is prone to crashing (with a large negative
reward) if it reaches a high velocity or rotation angle. In our Lunar
Lander experiments, we used a pre-trained DQN [16] agent as the
teacher. The TAMER agent used tile coding with 32 tilings and 16
tiles. Our experiments used the LunarLander-v2 implementation of
the task from OpenAI Gym.

Figure 3: States the student was advised at when being
taught with visitation advising (Left) and importance advising (Right) in Lava World. Darker blue indicates more advising updates occurred at that state.
Figure 2: Performance of the student in Lava World in terms
of average number of time-steps to reach the goal state.
Standard error (+1/-1) for each group is shown by the corresponding shaded region. Square blocks represent the training episode where the budget ran out; Strict evaluation performance of the student after this point. Dotted line represents the performance of the teacher.
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RESULTS

In this section, we compare the performance of the TAMER student
in Lava World, Mountain Car, and Lunar Lander under the four
feedback strategies provided by the RL teacher agent. The early
advising feedback is the baseline for our experiments. All other
feedback strategies require a threshold value and can be reduced
to early advising with a specific threshold value. We performed
a sweep of threshold values for each heuristic and reported the
student performance from the most-effective value.
Further, we performed this analysis using a feedback budget,
which restricted the amount of feedback the teacher could provide
to the student. All budgets were substantially less than the number
of time-steps it took to train the teacher agents. This ensures that
the student is learning with fewer feedback signals than the teacher
received. The restricted budgets create for an experimental design
that better mimics the constraints that artificial and human teachers
encounter in real-world settings.
In addition, while training the agent we alternated between evaluation and training phases. During the training phases, the teacher
provides feedback to the student according to their feedback strategy, and during the evaluation phases, the student acted according
to the policy it learned so far. For each evaluation phase, we averaged the performance of the student across the episodes within
that evaluation period.

6.1

all pairs of feedback strategies except early and alternating advising. In Figure 2, we see that only with visitation advising was the
teacher able to train the student to reach a close-to-optimal policy.
Interestingly, when the teacher advised the student using both the
early advising and visitation advising strategies, its budget was depleted within the first and second training episodes (See Figure 2).
However, the subtle differences in feedback distributions between
these feedback strategies resulted in the student reaching the goal
within 80 time-steps on average when being taught using early
advising, over four times slower compared to visitation advising.
In addition, we found that importance advising resulted in the
worst student performance post training. With importance advising,
the teacher only provided feedback near the states surrounding
the lava regions, as we previously predicted (See Figure 3). This is
due to the large difference in environmental reward between the
lava regions and the states surrounding these regions. Due to this
feedback distribution, the student was unable to learn what actions
to take in other regions of the grid. As discussed in Section 3, the
TAMER algorithm only makes updates for the (state, action) pair
in which a feedback was provided. The feedback given does not
influence any previous (state, action) pairs. Therefore, the student
would randomly walk until it reached an “important” state for which
it performed a learning update. However, these random walks from
the start state to any “important” state would take several timesteps, leading to the average number of time-steps to reach the goal
to be much higher compared to the other feedback strategies.
Furthermore, in Lava World there is a clear optimal path. Therefore all states along this path were highly visited by the teacher. By
limiting the teacher’s feedback to only states along this path, the
teacher did not waste feedback on random states (See Figure 3). This
allowed the student to only learn the correct actions for the states
in the optimal path, resulting in final performance comparable to
the teacher.

Lava World

In the Lava World environment, we experimented with the teacher
having a feedback budget of 75. We then compared the effects of the
feedback heuristics on the student’s learning performance. After
every 20 episodes of evaluation, training occurred for one episode.
During training, the teacher would provide feedback to the student,
up until the feedback budget ran out. This procedure continued for
a total of 500 episodes. We repeated this over 50 independent runs.
We found statistically significant differences in the average number of time-steps to reach the goal state after training ended across

6.2

Mountain Car

In the Mountain Car domain, the teacher had a budget of 75 feedbacks to train the student. We performed a similar evaluation and
training routine as done in Lava World. We found that once training
was over for all feedback strategies (i.e. when the budget ran out),
there were significant differences in evaluation performance across
all pairs of feedback strategies except for visitation advising and
importance advising. In the Mountain Car setting, performance is
based on the number of time-steps to reach the goal state. In Figure

4, we find that with alternating advising, the student achieved the
best performance, reaching the goal state in approximately 135
time-steps for all evaluation episodes after the budget had been
completed. With early advising, the student achieved its worst
performance, reaching the goal state in 170 time-steps on average.
As seen in Figure 4, the teacher’s training budget was completed
by the first round of teaching when using the importance advising
and early advising feedback strategies. However, the differences
in feedback distributions amongst the single episode of training
resulted in importance advising significantly outperforming early
advising. Unlike with early advising, which provided its feedback
to the first 75 (state, action) pairs the student encountered, with
importance advising, the teacher was able to spread its feedback
proportional to more valued (state, actions) pairs.
Moreover, we discovered that the effectiveness of visitation and
importance advising can be dependent on the environment itself.
More specifically, with visitation advising, we found that the active
tiles that had a high visit count were those in the region near and
to the left of the start region. As discussed earlier, in Mountain
Car, the agent is initially positioned at the bottom of two hills and
in order to reach the goal state at the top of the hill, it must gain
momentum by driving back and forth between the two sides of the
hills.

Figure 5: States the student was advised at with visitation
advising (Left) and alternating advising (Right). Darker blue
indicates more learning updates occurred at that state. Start
state region has position [-.6, -.4] and velocity of 0.

In the limited budget setting, the student was unable to reach
the same level of performance as the teacher. However, when being
taught with alternating advising, the student was able to achieve a
decent policy with substantial fewer training episodes and fewer
updates compared to the teacher. The teacher reached an average
performance of 135 time-steps only after training for 750 episodes,
while the student being taught with alternating advising reached
this performance after 5 training episodes. In addition, the limited
budget and number of training episodes does enable the possibility
for a human trainer to be included.

6.3

Figure 4: Performance of the student in Mountain Car in
terms of average number of time-steps to reach the goal
state. Black curve represents the teacher’s performance.
In Figure 5, we see that when the student is taught with visitation
advising, the area of the state space neighboring the start state is
more frequently updated. With alternating advising, the teacher
advised the student across a larger portion of the state space and
we infer that this enabled the student to achieve a better overall
policy.
In addition, we found that with alternating advising the teacher
provided feedback to positions within [.2, .6] over 190 times. However, with importance advising, feedback to these positions occurred
only 78 times. Note that in this domain, once the position of the
car reaches .5, the goal is reached. Providing feedback to states
leading to the goal state is critical for successful student learning
in this environment. The nature of alternating advising allows for
feedback to be spread uniformly, allowing this to occur. This can
explain how alternating advising outperformed the other strategies.

Lunar Lander

In the Lunar Lander environment, a DQN teacher provided feedback signals to a student agent under the early advising, importance
advising, and alternating advising heuristics with a budget of 10,000.
Because DQN uses a neural network function approximator, neither of the definitions for 𝑛(𝑠) in visitation advising presented in
Section 4 are appropriate. As such, we leave an analysis of visitation advising for the Lunar Lander setting to future work. The
student was provided feedback for 250 training episodes or until
the budget of 10,000 feedback signals was expended. After every 10
episodes of training, the student was evaluated for 20 episodes in
which feedback was not provided. The average return from these 20
evaluation episodes at every checkpoint along training are plotted
in Figure 6. The curves are averaged over 30 runs.
The student trained with early advising performed significantly
worse than the student trained with importance or alternating advising. Under early advising the teacher exhausted its budget after
an average of 30 training episodes, after which the return plateaued
at an average of approximately 35. Importance and alternating advising both reached a mean return of 140-160, with importance
advising obtaining this performance after approximately 100 training episodes and alternating advising reaching peak performance
after 170 episodes. Although the difference in performance between
alternating advising and importance advising was not statistically
significant, we note that by being trained with importance advising, the student was able to learn a comparable policy much faster
compared to alternating advising.
Note that the LunarLander-v2 environment is typically considered solved after obtaining a return greater than 200. As such, all
three feedback heuristics (early, importance, and alternating) fail to

Figure 6: Performance of the student taught by a DQN agent
in Lunar Lander with three feedback heuristics.
enable an autonomous teacher to train a student sufficiently well
to solve Lunar Lander. Moreover, both the budget of 10,000 and the
number of training episodes (250) seem unreasonable if considered
from the perspective of a human teacher. Unfortunately, the relative
complexity of the Lunar Lander environment renders analysis of
these limitations difficult.
We hypothesize that the TAMER algorithm with tile coding function approximation is fundamentally limited in high-dimensional
state-space MDPs due to the low likelihood that the entire (relevant)
state-space is learned or even visited before training ceases. We
found that in many of the failed evaluation episodes, the student
found itself in entirely unexplored territory; in states leading to
a crash, all 32 active tiles had never been visited by the TAMER
student during training. Because tile coding generalizes only across
states that share tiles, the student had no information about how to
act in these unexplored states and thus had no hope of recovering.
This issue is exacerbated in Lunar Lander where the desirable states
are relatively unstable. As soon as the student strays from the wellunderstood state space, it makes more mistakes, resulting in greater
instability (e.g., the lander becomes tilted sideways) for which it
has even less information. The result is that the lander crashes.
Moreover, to confirm that the tile coding function approximation
was not the sole issue preventing the student from learning, we
trained a Sarsa agent with this function approximator on Lunar
Lander and found that it was capable of solving the task. Therefore, we maintain that TAMER with tile coded features results in
unstable policies for the Lunar Lander task. One way to alleviate
this issue may be to use TAMER with a neural network function
approximator to obtain more aggressive generalization. Alternatively, giving TAMER access to the environmental reward signal
in addition to the teacher feedback would allow it to learn from
its mistakes independently. We leave the exploration of these and
other potential solutions to future work.
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different feedback strategies. We found that given a limited feedback budget, the feedback distribution of the teacher does affect
student learning, in terms of both efficiency and the quality of the
policy learned. Providing feedback in a uniform manner allows for
a student agent to learn a policy comparable to the teacher, but
learning occurs in a more gradual manner. In some cases, limiting
feedback to more important states can speed up learning without
hindering final performance of the student. Visitation advising is
effective in tabular settings, but our preliminary results suggest
that its effectiveness may be environment dependent. Additionally, visitation advising is constrained by the ability of the teacher
to directly associate visit counts with states. If teachers are using
function approximation methods where the feature vectors are
directly accessible, then the visit count association can be implemented. In future work, we can investigate other metrics to define
state visitation for neural networks. One possibility is the use of an
Euclidean distance metric over states. With a distance metric, it’s
possible to discretize the state space, by defining neighborhoods
of states as one state. Therefore, feedback can be provided to the
neighborhoods that have a higher visit density.
In our current design, the student is represented by the TAMER
algorithm. This algorithm only makes learning updates when it
receives feedback from the teacher. In this setting, environmental
reward is not considered. Therefore, the student may only learn
to mimic the teacher’s policy but is unable to outperform the
teacher. Further work should investigate how the intersection of
reward schemes, teachers and environments, affects how and when
a teacher agent should provide feedback. Does the effectiveness of
certain feedback strategies change when environmental reward is
introduced? In addition, we can investigate whether using multiple
reward schemes allows for the student to outperform the teacher.
In addition, in our preliminary results we noted that TAMER’s
inability to propagate the feedback it receives to past states and
actions was a limiting factor. COACH, an actor-critic based algorithm, is another human-in-the-loop algorithm that learns from
evaluative human feedback [15]. Its use of eligibility traces allows
for feedback to be applied to past transitions. Future work should
explore whether the COACH algorithm allows for better student
performance and how the feedback heuristics discussed in this paper affect the performance of a COACH student. Will the differing
feedback distributions have the same effect on learning performance and efficiency with a COACH student as with the TAMER
student? Furthermore, while our work focused on binary feedback,
additional work should consider using multiple levels of feedback.
In real-world environments, humans often use scales of feedback
(i.e. ranging from very good to very bad) when training animals or
other people. Allowing for a range of feedback may be helpful for
student agents learning in more complex environments.

CONCLUSION AND FUTURE WORK

Understanding optimal teaching strategies is critical in the teacherstudent framework. It not only enables improved agent to agent
teaching but it has the possibility to help human teachers learn how
to teach artificial agents. In this work, we sought to understand
when a teacher should provide a limited set of evaluative feedback
to a student agent in order to maximize student learning. We compared the TAMER student’s performance after being trained using
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